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Abstract

This paper presents a Micro-Sequencer based reconfig-
urable system. We introduce the concept of Quick Reconfig-
uration and compare it with existing ”full reconfiguration”
schemes. In a typical scenario, reconfiguring a system from
one application to another does not require a ”full” recon-
figuration. Instead we can exploit similarities among vari-
ous applications to save on reconfiguration time. We show
that a significant speedup is gained by using quick recon-
figuration on a set of image processing benchmarks, which
takes seconds versus hours in traditional FPGA reconfigu-
rations. We evaluate the flexibility, the performance and the
parallelism of this architecture with customized functional
units. Furthermore, a method was proposed for customizing
clustered datapath to improve the throughput of the system.
This method accelerates the system by 13 times on aver-
age compared to the case where the same algorithm is run-
ning on a modern processor. We also map various applica-
tions directly onto FPGAs and measure the silicon area and
the power consumption and compare to the case where the
applications are implemented on micro-sequencers. On av-
erage, micro-sequencer takes 31% more area and consumes
23% more power. However, the reconfiguration time is de-
creased to less than one second on average while for appli-
cations directly mapped onto FPGAs, it is near 3000 sec-
onds.

1. Introduction

There exist two methods to execute algorithms on hard-
ware. One is to use hard-wired technology such as Appli-
cation Specific Integrated Circuit (ASIC). ASICs are fast
with specific applications using the exact designed func-
tional units. However, they cannot be altered after the
design and hence algorithms which require new opera-
tions (functional units) cannot be performed as fast as oth-
ers. The other method is to use software-programmed mi-
croprocessors. Processors execute a set of instructions.

This makes a system flexible and by changing the soft-
ware, functionality of system alters. However, the downside
of this flexibility is the decrease in performance. To ex-
ecute instructions, the tasks of fetching, decoding and
execution have to be performed which results in a high ex-
ecution overhead.
A programmable system fills the gap between hard-
ware and software. It achieves a better performance than
software while providing a more flexible solution than hard-
ware implementation. Programmable devices including
Field Programmable Gate Array (FPGA) contain an ar-
ray of programmable functional units which can be pro-
grammed through the configuration bits. This gives us the
flexibility of having dedicated hardware to perform specific
functional units and meantime it can be designed with par-
allelism capability.
Reconfigurable systems provide the flexibility and reuse of
hardware for multiple applications. Reconfigurable hard-
ware can be used to execute designs, which are larger
than the available hardware resources. In such cases,
a part of a large application is executed on the hard-
ware. By reusing the reconfigurable hardware, the remain-
ing tasks of the application can be loaded and executed on
the hardware at runtime. This is known as runtime recon-
figuration. Another issue that necessitates the integration
of reconfiguration in a hardware platform is that some ap-
plications require reconfiguration in different abstraction
levels of the system. For example, some applications re-
quire different variations of an algorithm to execute their
task. An inflexible hardware realization for such applica-
tions has to fit all required algorithm variations on the same
die. This, if at all possible, makes the design and fabrica-
tion processes more complicated and expensive.
A major drawback of using runtime reconfiguration is the
significant delay of reprogramming the hardware. The to-
tal runtime of an application includes the actual execution
delay of each task on the hardware along with the to-
tal time spent for hardware reconfiguration between
computations. The latter might dominate the total run-
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time, especially for classes of applications with a small
amount of computation between two consecutive reconfig-
urations. Hardware reconfiguration often takes hundreds
of milliseconds or longer based on the size of applica-
tion. To reduce the reconfiguration overhead, some previ-
ous works have used different approaches.
In many applications, only a small portion of the de-
sign changes at a time and the entire hardware does
not have to be reconfigured. This has led the indus-
try to add the capability of Partial Reconfiguration to some
of their recent products. FPGAs are examples of such re-
configurable hardware and some of the recent FPGA
devices have the capability of partial runtime reconfigura-
tion.
Another method which is used to gain speedup is called
Configuration Prefetching [9]. This method tries to over-
lap the computation with reconfiguration of the hardware.
Therefore, to maximize this overlap, it seeks a way to min-
imize the chance that reconfiguration is prefetched falsely.
Configuration Compression [8] [10] [14] [4] is another ap-
proach to minimize the reconfiguration time. In this
method, the configuration delay is reduced by compress-
ing the data transferred from host computer to the pro-
grammable system. A major portion of delay is due to the
distance between host computer and programmable de-
vice. Reconfiguration can be accelerated by using a fast
memory (configuration cache) near the reconfigurable ar-
ray. This method is called Configuration Caching [5] [13].
Other reconfigurable processors have been proposed such
as Xtensa processor [7] and GARP [11]. The main differ-
ence between our proposed technique and other similar
approaches is that we exploit parallelism by employ-
ing clustered datapath while fast reconfiguration can be
performed at the run time. This paper presents three lev-
els of reconfiguration via a micro-sequencer. Using this
technique (called Micro-Sequencer based Quick Recon-
figuration - MSQR), in one level, the reconfiguration is
performed by altering the algorithm loaded onto the mem-
ory of micro-sequencer. In the second level of reconfig-
uration, new instructions can be generated by modify-
ing the microcodes stored in the control unit. Further-
more, in the third level, the datapath can be modified to
accommodate the requirements of new applications. Fur-
ther details on the architecture of micro-sequencers will be
given in Section 3. In addition, using micro-coded architec-
ture in the control unit of the micro-sequencer facilitates
the parallelism and adding new functional units to the data-
path. In this case, the control unit needs the minimum
modification since it is highly regular compared to se-
quential machine based controllers. At the end, we achieve
more performance improvements by clustering the data-
path and customizing it.
In Section 2, our reconfiguration method is introduced. Sec-

tion 3 illustrates a micro-sequencer architecture proposed
for reconfiguration. Section 4 presents a technique for us-
ing customized functional units in parallel along with a
heuristic for clustering the customized datapath. Experi-
mental results are described in Section 5 and finally con-
clusion is discussed in Section 6.

2. Our Reconfiguration Method

The traditional computer consists of a central process-
ing unit (CPU) and a main memory. CPU is further di-
vided into a control unit, a datapath, and a memory.
The structure of the memory and datapath unit is regu-
lar and well-organized while the control unit structure is
irregular and global. In this paper, we explore the reg-
ularity of the datapath for certain algorithms. We will
suggest that such regularity will help us to design a con-
trol unit by which reconfiguration can be easily done.
As we mentioned in Section 1, efficient reconfigura-
tion of an FPGA is a critical issue because of the time
overhead of reconfiguration. Sometimes in order to re-
configure a system, the processes of synthesis, placement
and routing have to be performed which are highly ex-
pensive in terms of CPU time and may take hours to
complete. In our micro-sequencer approach, when a sys-
tem is to be reconfigured, only the new algorithm has
to be loaded onto the memory of micro-sequencer. Fur-
ther, in case new instructions are required for the new al-
gorithm, the control store of control unit which has
memory structure is updated. In addition, new compu-
tational/functional units can be added to the datapath
when the application requires new type of computa-
tional/functional units or more parallelism is required.
This method is called Micro-Sequencer Based Quick Re-
configuration (MSQR). Since this method does not re-
quire full physical reconfiguration, a significant speedup is
gained in the process of reconfiguration. The design flow
of traditional FPGA reconfiguration and our MSQR ap-
proach are shown in Figures 1 and 2.

2.1. MSQR in Image Processing Applications

MSQR is particularly beneficial for those applica-
tions where real time reconfiguration is needed and signifi-
cant speed up may be gained by using customized and par-
allel computational/functional units. The motivation of this
research is to enhance the reconfiguration process for im-
age processing algorithms; hence, it has to be verified
whether MSQR is effective for image processing algo-
rithms.
Most of image processing algorithms are computation-
ally intensive and should be executed on hardware re-
sources to allow real time processing. Therefore, many
embedded processors cannot meet the real time per-
formance constraints. However, most image processing
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Figure 1. Design Flow of Traditional FPGA
Reconfiguration

Figure 2. Design Flow of Our MSQR Ap-
proach

algorithms perform similar computations on all pix-
els of an image and this requires only local information of
each pixel. Therefore, they are considered as highly par-
allel computations. Hence, hardware parallelism is the
only efficient solution for most image processing sys-
tems. Moreover, these algorithms change in nature and
parameters, based on information available from tar-
gets. For instance, in feature tracking algorithm, the num-
ber of targets, their position and their distance to the
camera can change the algorithm (or its parameters) to in-
crease the efficiency of tracking motions. In addition, the
type of image processing algorithm may alter due to en-
vironmental changes. For example, in a typical scenario
where cameras are employed for object tracking, to de-

tect a new object, initially background subtraction may
be performed and once the object is detected, feature se-
lection and feature tracking may be utilized. In this
example, reconfiguration is crucial since a totally new al-
gorithm is being employed.
Therefore, image-processing algorithms are proper can-
didates for mapping onto reconfigurable resources. This
not only provides faster running time but also allows dy-
namic modification of the algorithm through run time re-
configuration. Both cannot be achieved by mapping this
type of algorithms onto traditional fixed software or hard-
ware platforms.

3. Micro-Sequencer Architecture

Micro-sequencer makes use of microcode architecture
for design of the control unit [3] [12]. In this approach, the
relation between inputs and outputs are treated as a memory
system. Control signals are stored as words in a microcoded
memory. At each clock tick during instruction execution,
the appropriate (micro) control word is fetched from micro-
programmed memory to supply the control signals.

3.1. Is Micro-Sequencer a Good Solution?

The goal of this study is to perform quick reconfigura-
tion in image processing applications. As discussed earlier,
image processing algorithms running on a camera may al-
ter frequently. For instance, a camera which has a proces-
sor and handles task of tracking any new objects entering
area may utilize various algorithms. The level of reconfigu-
ration may vary due to the environmental conditions. Some-
times, minor changes in the flow of algorithm is required.
Therefore, the algorithm which is loaded onto the memory
is updated. In other situations, the instruction sets may al-
ter. This process can be simply done by writing the new al-
gorithm (the new instructions) onto the memory. This ap-
proach gains a significant speedup compared to traditional
physical reconfiguration. Sometimes, due to the constraints
of new algorithms, the order of utilization of components
in datapath may have to be changed, or further, instantia-
tion of a new functional unit may be inevitable. In this case,
the micro-codes in the control unit can be easily modified to
satisfy the new requirements. Meantime, a new functional
unit is added to the datapath. This achieves higher perfor-
mance because of utilizing parallelism in computationally
intensive algorithms. Therefore, MSQR is effective both in
terms of providing flexibility and performance.

3.2. Three Levels of Reconfiguration

As described in Section 3.1, there are three major com-
ponents in the micro-sequencer architecture which can
be reconfigured. Hence, reconfiguration at three lev-
els associated with each of those components is possi-
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ble.
The first level is reconfiguring the main memory of micro-
sequencer which is already introduced as MSQR. The
second level is modifying the control store by which the in-
struction definitions are altered. The last level of reconfig-
uration is partial reconfiguration whereas the datapath is
modified and new functional units are added. These lev-
els of reconfiguration enable a highly flexible architecture
which can efficiently adapt to the requirements of applica-
tions and satisfy their constraints.

Figure 3. Three Levels of Reconfiguration

3.3. Microinstruction Format

Microinstructions are an important portion of the con-
troller and have to be defined such that the maximum flex-
ibility is gained for reconfiguration. There are two types of
microinstructions: Horizontal and Vertical. In the horizon-
tal microcode, each bit represents a control signal for a com-
ponent in datapath. In the vertical microcode, however, the
control of similar components in the datapath is compacted
in a group of bits in microinstructions. This requires a local
decoder to generate all control signals usable for compo-
nents in datapath. The advantage of the horizontal microin-
structions is its lower access time to reach the designated
component in the datapath. However, as the size of the data-
path grows, the number of control bits increases resulting
in larger Very Large Instruction Word (VLIW) as microin-
structions [16] [17] [2]. We take advantage of the horizontal
scheme since it improves the performance of our architec-
ture.

4. Parallel Computation

Instruction level parallelism can be exploited in hard-
ware by utilizing multiple functional units and executing
operations in parallel. Using the concept of microcoded ar-
chitecture and considering the fact that every unit in the
datapath is controlled by a specific bit in microinstruc-
tions, the number of functional units can be extended eas-
ily. Since most functional units are controlled by 2 or

3 bits in microinstructions, having an additional func-
tional unit requires a small increase in the size of mi-
croinstructions. Multiple functional units can be accessed
through either multiple data buses or a shared data bus. Us-
ing multiple data buses for functional units achieves
higher performance, however, the design becomes compli-
cated and costly (for instance multi-port memories must
be used for multiple data bus architecture which is expen-
sive). Therefore, two data buses are assigned to the in-
puts of functional units and one to their outputs.

Figure 4. Data Path Architecture with Multiple
Functional Units

The functional units are connected to register banks of
size 32 bytes. Each register bank can handle two read oper-
ations and one write operation at a time.

4.1. Customized Templates in Parallel Computa-
tion

In order to take advantage of parallel execution in hard-
ware efficiently we need to recognize the right degree of
parallelism inherent in the applications. Accordingly, we
can create the appropriate architecture with our micro-
sequencer. Basically, we determine the types of computa-
tions and the number of functional units necessary for paral-
lel execution of these instructions on our architecture. Then,
we can define a set of parallel functional units as templates
on hardware and create the corresponding instruction (op-
code) within the micro-sequencer.

4.2. Automatic Generation of Customized Tem-
plates

Finding the optimal number of functional resources to
fully exploit the instruction level parallelism within com-
putations is a very hard task. Our approach to this prob-
lem is based on iterative evaluation of possible templates
with respect to their improvement on the latency of the
overall computation. The possible templates are determined
through profiling based analysis of an application. We use a
high-level synthesis flow to evaluate the impact of each tem-
plate to performance within the inner loop of this process.
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Basically, we perform scheduling and binding of the oper-
ations using different architecture configurations. We have
implemented our own synthesis flow for this purpose. Our
flow performs resource constrained geometric scheduling
simultaneously with binding [15]. Based on the feedback
from the high-level synthesis tool we choose the best cus-
tomization.

4.3. Clustered Datapath

All the components in the datapath (i.e. functional units,
register banks) are connected through a data bus. Once the
number of functional units increases, due to the high data
request rate from register banks, the data bus is utilized
more often. Therefore, although enough functional units are
available for parallel processing, at some point further speed
up cannot be acquired since the data bus becomes saturated.
To overcome this issue, we propose the clustered datapath
architecture where each cluster has its own functional units
and register banks.

4.4. Automatic Determination of the Number of
Homogeneous Functional Units in Each Clus-
ter

The first issue that needs to be addressed is how we de-
termine the number of functional units in each cluster.
Initially we assume that our functional units are homo-
geneous. Later in Section 4.5, it will be discussed how
we perform the same procedure for heterogeneous func-
tional units. In our proposed architecture, each instruction
executes in seven cycles (where no memory communica-
tion is involved). Each register bank is capable of han-
dling two read and one write operation simultaneously.
Hence, we set the maximum number of functional units that
each cluster can handle to seven. However, not seven func-
tional units in each cluster yields high throughput in all
applications. This will be discussed at the end of Sec-
tion 4.4 in details. Data transfer may happen between
clusters through FIFO registers; however, this costs an ex-
tra communication delay.
The heuristic that we use to determine the number and
the type of functional units in each cluster is based on
path analysis in loops which are highly intensive in terms
of computations. A few terminologies have to be in-
troduced before explaining the heuristics: Data-Flow
Graphs (DFGs) represent operations and data depen-
dencies. Let the number of operations be n, a data flow
graph G(V, E) has n vertices which represent opera-
tions. Each operation may take one or more operands and
yield one or more results. The edges E, correspond to
data transfer between operations. The delay of each ver-
tex in the DFG is represented with td.
Critical Path in data flow graphs is the path whose func-

tional time is the longest. Based on the definition of critical
paths, we present the following heuristic to find the num-
ber of functional units needed in each cluster:
Initially, we find a critical path in our DFG and mark it
as CP1. Then we find the next critical path among un-
marked nodes and mark it as CP2. We repeat the same pro-
cedure until all the vertices are labled.
Now we form the critical path dependency matrix whose
size is ”number of critical paths” × ”number of criti-
cal paths”. Let us call that matrix A, then the follow-
ing holds:

Aij =





1, if CPi and CPj have direct
data dependencies

0, otherwise.

Also each critical path CPi is associated with a start
time (tsi) and finish time (tfi). By observing the first row
of matrix A, we find all other critical paths which have de-
pendencies with CP1. Then considering the start time and
finish time of all relevant critical paths, as shown in Fig-
ure 5, we find the maximum intersection of line segments
CP1 as f1. The value f1 is the required number of func-
tional units to execute all the critical paths in the first row
of matrix A.

Figure 5. Maximum Intersection Problem
to Determine the Number of Homogeneous
Functional Units in Each Cluster

We assume that maximum number of functional units
which can be inserted in any cluster is k. If f1 is less than
k, then all nodes in all critical paths of the first row of ma-
trix A are assigned to cluster one. If not, then we assign the
first k critical paths of the first row of cluster one and every
k remaining critical paths are assigned to the next clus-
ters. Next, we omit all the rows and columns which were al-
ready assigned to the clusters. Now we take the next
available row in matrix A and repeat the same proce-
dure.
At the beginning of Section 4.4, we claimed that the
throughput of the system may not be improved by uti-
lizing the maximum number of functional units in each
cluster. We prove this by illustrating a counter ex-
ample. Suppose CPi and its dependent critical paths
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(which will be called CPi group) require five func-
tional units. CPj and its dependent critical paths (which
will be called CPj group) require the same number of func-
tional units. In this case, if we assign seven functional units
to one cluster and three to the other one, we have to sched-
ule instructions of either CPi group or CPj group onto
two clusters. This results in communication penalty
since the data transfer between clusters is inevitable. In-
stead, if each CPi and CPj groups are scheduled on one
cluster with five functional units in each, the communica-
tion penalty for inter-cluster data transfer may be mini-
mized.
The profiling information based on the analyses of the
data flow graphs will be used at the execution time in or-
der to improve the efficiency of scheduling.

4.5. Automatic Determination of the Number of
Heterogenous Functional Units in Each Clus-
ter

To determine the type and the number of func-
tional units in each cluster, we take the same steps as
discussed in Section 4.4. The only difference is that in-
stead of forming the line segments for the entire critical
path, we form the line segments for every type of func-
tional unit in each critical path and instead of having only
start and finish time, we have a line segment whenever a
specific functional unit is utilized. An example for two het-
erogeneous functional units type A and B are shown in Fig-
ures 6 and 7.

Figure 6. Functional Unit A Utilization

Figure 7. Functional Unit B Utilization

5. Experimental Results

As described before, we have implemented a micro-
sequencer in VHDL. This architecture has been coded, sim-
ulated and synthesized using Mentor Graphics R©ModelSim

and Synopsys R©FPGA Compiler II and implemented physi-
cally on WildStar R©FPGA board. WildStar R©FPGA boards
has three Xilinx R©VirtexTM-E FPGA chips (XCV1000E)
operating at 66MHz.
The first three benchmarks (area-3D, OpThr and PNSR)
are image processing algorithms extracted from MAT-
LAB signal processing toolbox and the rest are appli-
cations implemented on IQeye3 R©cameras [1] used in
GALORE project [6] at the Computer Science Depart-
ment at UCLA. Three different hardware architectures are
explored for all experiments. Proposed micro-sequencer ar-
chitecture is implemented on XCV1000E FPGA chips,
while the same chip is also used for directly map-
ping the image processing algorithm onto FPGAs. We
also employed a Sun R©Ultra 10 with 440MHz Ultra-
SPARC processor for our experiments as a modern proces-
sor.
The reconfiguration time of six image processing algo-
rithms are measured once using the traditional FPGA
physical reconfiguration and directly mapping the appli-
cation onto FPGAs and presented in Table 1. Table 2 rep-
resents the reconfiguration time using our MSQR method.
As shown in Table 1, instead of performing the processes
of synthesis, placement and routing for FPGA recon-
figuration which takes hundreds of seconds, the whole
procedure can be accomplished in hundreds of microsec-
onds using MSQR method. The results of MSQR are il-
lustrated in Table 2. A comparison between the above
two techniques of reconfiguration is presented in Ta-
ble 3.

All the algorithms can be implemented on a mod-
ern micro-processor as well, however, due to programma-
bility of FPGA-based architectures, the FPGA has a great
advantage in terms of hardware customization and improv-
ing the running time for various applications. The recon-
figuration procedure on a modern micro-processor con-
sists of compiling and loading the program onto a memory
which can be accomplished rapidly. As shown in Fig-
ure 8, the reconfiguration time for both micro-sequencers
and modern processors are less than one second on av-
erage whereas for traditional FPGA reconfiguration is
near 3000 seconds. The execution times of various al-
gorithms implemented on three different architectures
normalized to the modern processor is reported in Fig-
ure 9. On average, a 13-fold speedup in execution time
is achieved using an 8-bit micro-sequencer with ten clus-
ters compared to a modern processor. Applications mapped
directly onto FPGAs run 18 times faster than on a mod-
ern processor. This represents the tradeoffs between MSQR
and traditional FPGA reconfiguration. Image processing al-
gorithms directly mapped onto FPGAs executes roughly
30% faster than on a micro-sequencer, yet, the reconfigura-
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Algorithm aread3D PNSR OpThr Background Feature Image
Subtraction Selection Restoration

Synthesis
(sec) 567 141 264 270 844 410

Placement and
Routing (sec) 1365 1068 3065 1317 7447 1553

Programming
FPGA (msec) 437 394 631 439 1020 471

Table 1. Traditional Reconfiguration Time

Algorithm aread3D PNSR OpThr Background Feature Image
Subtraction Selection Restoration

MSQR
(msec) 320 283 394 470 783 517

Table 2. Quick Reconfiguration Time

tion time is significantly faster on micro-sequencers.

We also report the FPGA area and power consump-
tion of various benchmarks mapped directly onto FP-
GAs and implemented on micro-sequencers. The FPGA
area in terms of LookUp Tables (LUTs) is illustrated in Fig-
ure 10 for various benchmarks. The power consumption
tradeoffs for micro-sequencers and directly mapped ap-
plications onto FPGAs are shown in Figure 11. On aver-
age, the micro-sequncer architecture takes 31% more area
and consumes 23% more power. However, the reconfigura-
tion time is considerably less.

Figure 8. Reconfiguration Time

6. Conclusion

A micro-sequencer based architecture enhances the effi-
ciency of FPGA reconfiguration. The experimental results
show that the time needed to reconfigure the control unit of

Figure 9. Run Time Comparison

a system is far less than the time taken to physically recon-
figure the whole system. Besides the reconfiguration time,
MSQR has proven to accelerate a variety of applications by
exploiting parallelism and furthermore by generating cus-
tomized functional units and clustered datapath.
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