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Abstract—Human movement models often divide movements
into parts. In walking the stride can be segmented into four
different parts, and in golf and other sports, the swing is divided
into section based on the primary direction of motion. When
analyzing a movement, it is important to correctly locate the
key events dividing portions. There exist methods for dividing
certain actions using data from specific sensors. We introduce
a generalized method for event annotation based on Hidden
Markov Models. Genetic algorithms are used for feature selection
and model parameterization. Further, collaborative techniques
are explored. We validate this method on a walking dataset using
inertial sensors placed on various locations on a human body.
Our technique is computationally simple to allow it to run on
resource constrained sensor nodes.

Index Terms—Body Sensor Networks, Distributed, Hidden
Markov Models, Segmentation

I. INTRODUCTION

The analysis and monitoring of human movement offers
many useful applications in geriatrics, fall risk assessment,
disease monitoring, law enforcement, sports training, and
rehabilitation. Such applications often start with a model
describing human movement for the given population that
may be parameterized by variables, such as the severity of
the disease. A recognition system is then created to match
the model and determine useful parameters using data from a
sensor or combination of sensors.

Many movement models divide an action into several parts.
In sports, swings can be divided into phases. The golf swing
is separated into “takeaway”, “backswing”, “downswing”, and
“follow-through” portions [1]. In walking, the human stride
is marked by several events such as “initial stance” (the foot
placed on the ground), “mid-stance”, “initial swing” (the foot
has just been lifted from the ground), and “mid-swing” which
repeat indefinitely [2]. These events are often referred to as
temporal parameters. Depending on the application and model,
different key events for the same action may be described.
Sometimes these divisions can be used directly. For instance,
high standard deviation of stride time during walking is
indicative of Parkinsons Disease or Huntingtons Disease and
separately can be used to assess the risk of falling [3], [4].
Winter, et al. noted that as people age, an increasing percent
of stride time is spent in the “double-support” phase (time
between the initial stance of one foot and the initial swing of
the other).

Systems extracting these parameters have mostly used cam-
eras or marker-based approaches to extract limb positions
and orientations [5]. The limbs are linked through time so
that movement can be determined [6]. After that, various
techniques are used to extract the temporal parameters [7]–
[9]. While these systems are highly accurate, they are limited
to the range of the cameras.

Recently, a new modality has been used that employs
intelligent wireless sensor nodes mounted on a subjects body.
This configuration is called a Body Sensor Network (BSN).
While a variety of sensors can be used, the most common are
accelerometers and gyroscopes because of their small size, low
power usage, and useful motion data [5].

Most actions, including walking, involve coordinated move-
ment of limbs. Therefore, using information from multiple
nodes can lead to more accurate results than using information
from a single node. However, communication requires signif-
icant power, requiring communication-minimizing distributed
algorithms. In this paper, we present a Hidden Markov Model
(HMM) based approach to extracting key events from a single
sensor node. The model is trained, then genetic algorithms
are used for feature selection. We also explore the use of data
from the past and future to improve results. Next, a distributed
version of the model is presented in which nodes on different
limbs extract different key events, but provide assistance to
each other. Finally, we examine the communication penalty
for providing assistance.

II. RELATED WORK

Researchers at the Royal Veterinary College in the Univer-
sity of London attached a sensor to seven horses and used a
left-right HMM model to determine if a horse was galloping or
not, and if it was, to separate the movement into strides [10].
Our model differs in that it can identify multiple key events
using event states, the use of collaborative processing, and
explicit feature selection and parameterization using genetic
algorithms to reduce error.

For the specific application of human gait analysis, there
already exist several techniques to segment the gait using data
from inertial sensors. In [11], the authors derive equations for
determining all four of the gait events using a gyroscope and
accelerometer placed on the foot. Another paper demonstrates
the use of just a gyroscope placed on the thigh to extract
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(a) Sensors placed on body (b) Sensor node

Figure 1. Sensor boards and positioning

stride time, stride length, and walking speed [12]. Using a
gyroscope attached to both shanks and a thigh, [13] were
able to estimate the each of the events as well as other
information such as stride length. They used a simplified
physical model of the shank and thigh during walking to
derive equations and pick features from a wavelet transform.
These systems accurately extract not only the events, but
spatial parameters such as stride length. However, they are all
based on specific physical models of walking. In contrast, our
method focuses on extracting the temporal parameters (events),
but can be used without modification with new sensor types
and positions. Furthermore, the assumptions made for HMEM
(Hidden Markov Event Model) apply to movements other than
walking, so the same framework can capture information about
a variety of actions.

III. ARCHITECTURE AND EXPERIMENTAL PROCEDURE

Data collection for our experiments revolve around the
concept of a Body Sensor Network (BSN) composed of
multiple sensor nodes. Each sensor node comprises several
sensors, a processing unit, and a radio as shown in Figure 1b.
The sensor nodes use the commercially available TelosB mote
with a custom-designed sensor board and are powered by two
AA batteries. The mote uses the 16 bit, 4 Mhz TI MSP430
processor. The sensor board includes two MEMS sensors:
a tri-axial accelerometer and a biaxial gyroscope. Only the
accelerometer data is used to simulate platforms such as cell
phones that now routinely include an accelerometer. We placed
nine sensor nodes on our subjects as shown in Figure 1a.
The sensor nodes sampled data at about 22 Hz and broadcast
all samples to a basestation node using the TDMA protocol
and recorded on a PC. The sampling rate was experimentally
chosen to provide sufficient resolution of human motion data
while compensating for bandwidth constraints on our sensor
platform. For the results in this paper, all further processing
was performed in MATLAB, although the goal of our research
is to train our system in MATLAB and implement it on the
sensor nodes.

A. Experimental Protocol and Data Annotation

We recruited eight subjects ages 18 to 23, with about equal
numbers of men and women. They were directed to walk
around a large conference table for approximately 100 steps
each (50 full strides). The data was recorded and synchronized
with video of the experiment recorded on a webcam at
approximately 15 frames per second. A volunteer annotated
the data with the four key events from each stride. The events
were identified using the video. The four events [2], identified
relative to the right foot, are:

• Initial Swing: The toe of the right foot leaves the ground.
• Mid-swing: The middle of the swing
• Terminal Swing/Intial Stance: The heel touches the

ground.
• Mid-stance: The leg is oriented vertically in stance.
To avoid over-fitting, the training algorithm creates several

possible model parameterizations and selects the final param-
eterization based on cross-validation performance [14]. Three
unique subjects are used for training, three for cross-validation,
and two for testing. In addition, half the data from the cross-
validation and training subjects is reserved for testing.

IV. OVERVIEW OF THE EVENT EXTRACTION MODEL

The Hidden Markov Event Model (HMEM) system is based
on several assumptions about the underlying data: a) there
are a number of different event types, b) the events always
occur in a specific order and for cyclical movements, they
repeat, c) every single event type is represented in every action,
and d) there are a number of unlabeled samples between
two adjacent events. In an HMM, every sample has a state
associated with it. Therefore, HMEM is structured as a left-
right HMM consisting of several event cohorts as in Figure 2.
Each event cohort starts with a labeled state that corresponds
to an event and is followed by several unlabelled transition
states. An event corresponds to just one sample, while each
transition state may cover multiple samples. This is reflected in
the model by self transitions for the transition states, but none
for the event state. The system designer defines the number
and order of event cohorts. The canonical annotations should
conform to the defined order. Walking is a cyclical action,
and therefore the last event cohort transitions to the first event
cohort. The number of transition states in each cohort is chosen
automatically during training.

There are several stages required to train the HMEM as
shown in Figure 3.

1) Sensor Sampling: For each sensor node, there are five
sensors sampling at 22 Hz: the x, y, and z accelerometer
readings.

2) Preprocessing: The signal is filtered with a five point
moving average to remove high frequency noise. Then
it is normalized by subtracting a large-window mean
and dividing by a large-window standard deviation. The
large window is 101 samples.

3) Feature Extraction and Quantization:Several parameters
representing the action data inside the signal, referred to

342342340340



Figure 2. HMEM Model and Structure

as features, are extracted at each sample. These features
are further quantized with a twenty-level uniform quan-
tizer based on the range of the features in the training
data. The following features are used:

a) Sample value si: The value of the preprocessed
signal at the current time i.

b) Derivative di: The approximation of the derivative
for the current time. di = (si − si−i) /2

c) Second derivative ddi: ddi = (di − di−1) /2
d) Peak detector pi: This is the current sample value

divided by the maximum value in a window cen-
tered on the current value (we use a 15 sample
window). For a peak in the signal, pi = 1. The
value is less for non-peaks. pi = si

mi
where

mi =
w/2
max

j=−w/2
si + 2

4) HMM Training: The training data is segmented using
the canonical annotations. Each cohort is trained inde-
pendently using a relatively new training method, Viterbi
Path Counting [15]. The final number of transition states
for the cohort is chosen in the parameterization and
feature selection stage. Further details of the HMM
training are described in Section V-A.

5) Parameterization and Feature Selection: HMMs are
trained to represent a process, not to minimize segmen-
tation error. It is possible to explicitly attempt to increase
classification accuracy by choosing model parameters
with that goal in mind. The parameters we tune are
selected features and number of transition states for
each cohort. We use a genetic algorithm with uniform
crossover to train the model. The population fitness
is evaluated using the training model, and then at the
end, the model that gives the best results for the cross-
validation data is selected.

Cross-validation 
Data

Training 
Data

Feature 
Quantizer

Feature 
Selector

HMM

Hidden Markov Event Model

Preprocessing
HMM 
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Parameterization and 

Feature Selection

Figure 3. HMEM Training Procedure
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Figure 4. Using the HMEM

A. Application Procedure

After the HMEM is trained, it can be used to find key events
in a data stream for the movement it has been trained on. The
data flow for the algorithm is shown in Figure 4. First the data
is filtered using the procedure described above, then features
are extracted and quantized. Next, the feature selection is
applied, and finally the most likely state sequence is extracted
using the Viterbi algorithm. The annotation converter finds all
the event states in this sequence and outputs an ordered set
where each element consists of a time and event label.

V. MODEL DETAILS

Now we will explore the details of various parts of the
model. Specifically, signal filtering, feature extraction, proba-
bility estimation, HMM training, and model parameterization
will be thoroughly examined.

A. HMM Training and the Viterbi Algorithm

A Markov process has N states that can emit M observation
types. For a given observation sequence with T observations,
there is a corresponding state sequence. For our problem,
we have one observation sequence per marked event for the
given event type currently being trained. The most common
training algorithm is the Baum-Welch algorithm [16], however
a newer algorithm, the Viterbi Path Counting algorithm is more
appropriate for our work [15]. The Baum-Welch approach
considers all possible state sequences for each observation
sequence, while the Viterbi Path Counting approach considers
only the most likely state sequence for each observation
sequence. The reasoning behind Viterbi Path Counting is that
in a classification scenario, the most likely sequence is chosen
and all others are discarded. Therefore, it is best to train the
system exclusively using the most likely path. The overall
most optimal state sequence might not end on the final state
in the event cohort as required, but we can choose the most
optimal state sequence ending on that state. Initial parameters
are chosen by splitting the samples evenly among all states as
done in [10].

The key to Viterbi Path Counting is extracting the most
likely state sequence. A dynamic programming algorithm,
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called the Viterbi algorithm, solves this problem. The compu-
tational order of the Viterbi algorithm for our left-right model
is O(T ·N ·F ). By assuming feature independence, estimating
the emission (observation) probability at each step linear with
respect to the number of features, F . Also, since maximizing
the probability is equivalent to maximizing the log probability,
we use log probabilities to facilitate faster computing.

B. Feature Selection and Model Parameterization
The choice of whether or not to include each feature and

the choice of the number of transition states for the cohorts
are all tunable parameters of the HMEM. An optimization
framework that seemed especially suited to this problem is
Genetic Algorithms (GA). Genetic algorithms start with a
random “population” of solutions. Over several generations,
they crossover (mate) and mutate the solutions, weeding out
inferior solutions in a stochastic manner [17]. Given infinite
time, GAs will find the global optimum [18]. Each solution
is represented by a vector of selected features and number
of states per cohort. The crossover operator randomly chooses
between 1) randomly picking vector elements from each parent
(uniform crossover), 2) set union, and 3) set intersect.

For this problem there are two objectives: minimize error,
and minimize number of features. A class of GAs called Multi-
Objective Genetic Algoritms can simultaneously optimize for
multiple objectives. One such algorithm, NGSA, ranks solu-
tions using successive non-dominated sets. A non-dominated
solution is one for which no other solution is better for every
objective. NGSA ranks all members of the non-dominated set
equally, then chooses a second set that is only dominated
by members of the first set, and ranks them equally, but
lower than the first set, et cetera. NGSA also degrades the
ranking of similar solutions to increase diversity [19], [20].
We use Yi Cao’s paretofront MATLAB script [21] to determine
membership in the Pareto front.

VI. TEMPORALLY PROXIMATE FEATURES

The goal of HMEM is to find key events based on the
sensor data. Sometimes the data exhibits distinctive features
at the exact time of the key event. Other times, these features
may occur consistently some time before or after the key
event. Therefore, it may be useful to consider observation
from the past and the future at each state. These features
are called Temporally Proximate (TP) features. If a given
feature is considered both in the present and at a different
time, the Markov assumption is clearly violated because the
observations can no longer be considered independent given
the current state. Of course this assumption is often violated
in real-world applications of HMMs, since they are frequently
applied to the recognition of the output of non-Markovian
processes.

For our system, features from up to five samples in the past
or future are used.

VII. COLLABORATIVE SEGMENTATION

There may be a number of different sets of key events being
extracted. These are generally associated with specific body

parts. For instance, hip sway parameters (time of maximum
left sway and maximum right sway) would be associated with
the waist and trunk, while initial stance and initial swing
are associated with each leg. There must be at least one
HMEM for each set of key events. A simple method of
collaboration between different sensor nodes is to give each
HMEM direct access to data from all sensors. This technique
incurs significant communication penalties and is not worth
considering.

A natural method would be to put one HMEM on each
sensor node that looks for key events associated with the body
part on which the node resides, and to somehow collaborate
based on the states of each HMEM. Coupled HMMs (CHMM)
maintain independence of observations between different state
chains, but cause the probability of a state at a given time to
be dependent on states from other chains [22].

A. Coupled Hidden Markov Models

The CHMM model specifically uses the probabilities of one
sample in the past from each chain to affect the probability of
the current state in a given chain. Specifically:

P
(
S{C}|O

)
=

Ps1ps1 (o1) Ps′1
ps′1

(o1)
P (O)

T∏
t=2

Pst|st−1Ps′t|s′t−1
Pst|s′t−1

Ps′t|s1t−1

pst
(ot) ps′t

(ot)

(1)

These equations still imply significant sharing of informa-
tion. In fact, this is really one HMM with two separate state
chains that must be determined simultaneously. Two related
assumptions will allow separate determination of each chain
with minimal information sharing.

1) One-way sharing: Any chain that receives assistance
from another chain cannot give assistance to that chain
or any ancestors of itself.

2) Binary State Probabilities: Assume that the assistance
probabilities are either 1 or 0. That is, the entire
state chain of the chain giving assistance is completely
known.

These two assumptions simplify (1) to:

P
(
S′{C}|O

)
=

Ps′1
ps′1

(o1)
P (O)

T∏
t=2

Ps′t|s′t−1
Ps′t|s1t−1ps′t

(ot)

(2)

This equation can be adjusted appropriately if a given
HMEM receives assistance from multiple other HMEMs and
so the assistance can be received from up to several samples
in the past or the future. Each HMEM may receive assistance
from up to five seconds in the past or the future and from any
HMEM that it is not an ancestor of.
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B. Determining Assistance Relationships

The one-way assumption implies that any assistance rela-
tionship between HMEMs is in the form of a directed acyclic
graph. There are approximately sC2

possible assistance graphs.
Because the performance of the HMEM cannot be modelled
without actually trying a given assistance graph, the general
problem is computationally infeasible.

Instead, we propose the following greedy heuristic, Algo-
rithm 1 to find the assistance graph Ga which maps assistance
between sensor nodes h ∈ H . The assistance graph must be
a Directed Acyclic Graph (DAG) due to the one-way sharing
assumption.

Algorithm 1 Finding Assistance Graph
Ensure: Ga is a DAG

1: Initialize Ga so that no assistance is provided
2: repeat
3: εc ← sum of cross validation errors using Ga

4: G′′
a ← Ga

5: for all hi in available HMEMs do
6: for all h′

j 6= hi in available HMEMs do
7: {an HMEM is available provided it is not an

ancestor of hi}
8: G′

a ← Ga plus assistance from hi to h′
j

9: ε′c ← sum of cross validation errors using G′
a

10: if ε′c < εc then
11: εc ← ε′c
12: G′′

a ← G′
a

13: end if
14: end for
15: end for
16: Ga ← G′′

a

17: until Assistance does not improve cross-validation error

VIII. RESULTS

All results are based on data from the experiments as
described in Section III. We will test each element of the
described model. First, by showing error without assistance,
then building the assistance graph, and showing the decrease
in error due to assistance. Finally, we will examine the amount
of information that must be transmitted for the assistance.

A. Error Measures

The ability of the system to locate key events is measured
using Precision (3) and Recall (4) [23]. Precision is the
percentage of detections which are real events and recall is the
percentage of real events detected. The temporal accuracy is
reported using Root Mean Square Error (RMSE) of difference
in samples between the estimated time of correctly identified
key events and the actual time those events occurred.

P =
TP

TP + FP
(3)

R =
TP

TP + FN
(4)

In addition, we use a unified error measure ν for train-
ing which is the Mean Square Error (MSE) between each
cannonical event and the closest generated event plus the
MSE between each generated event and the closest cannonical
event. The whole thing is normalized by dividing by either
the number of canonical annotations or generated annotations,
whichever is less.

B. Error Without Assistance

Here we show the results for the right ankle sensor with
temporally proximate features. There were twelve features
found. The numbers in parenthesis are the number of samples
in the past or the future for the given feature. These are the
selected features: Acc X val (1), Acc Y val (0), Acc Z val
(-3), Acc X df (1), Acc Y df (0), Acc Y df (5), Acc Y dff (-2),
Acc Z dff (2), Acc Y peak-find (3), Acc Z peak-find (0), Acc
Z peak-find (1), and Acc Z peak-find (3).

The overall results for all motes is shown in Table I.

TABLE I
ALL SENSORS WITH TEMPORALLY PROXIMATE FEATURES

title F P R rmse ν

Waist 15 100.0 100.0 2.255 5.086
Right Thigh 15 100.0 100.0 1.872 3.519
Right Ankle 12 99.9 99.9 1.437 2.255
Left Thigh 46 100.0 100.0 1.888 3.573
Left Ankle 31 99.6 99.6 1.827 4.024

The results show that for the ankle mote, the Y and Z
accelerations are more important than the X acceleration.

C. Finding Assistance Graph

We found the assistance using Algorithm 1. The results are
shown in Figure 5. Interestingly enough, the assistance order
has nothing to do with the order of increasing error. Also, not
every HMEM is assisted by all the previous HMEMs in the
DAG sort order: the right thigh provides no help to the ankles.

D. Error after assistance

After assistance, the right ankle sensor has 27 selected
features, nine of which come from other HMEMs: Waist (-1),
Waist (4), Left Thigh (-4), Left Thigh (1), Left Thigh (2), Left
Thigh (5), Left Ankle (-2), Left Ankle (3), and Left Ankle(5).
Each sensor is providing information from different time peri-
ods, indicating that important information correlated to the key
events is occuring at different offsets for different sensors. The
overall results are shown in Table II. The column ∆ν shows
the percentage improvement. For the overall results, even the

Right 
Thigh

Left 
Thigh

Waist

Left 
Ankle

Right 
Ankle

Figure 5. Assistance graph Ga
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right thigh, which receives no improvement, has improved.
This is because the genetic algorithm is different each time
and selects different features, but the change is insignificant.
All the other sensor except for the waist show considerable
improvement. This validates the idea of assistance.

TABLE II
ERROR AFTER ASSISTANCE FOR ALL SENSORS

title F P R rmse ν ∆ν%

Waist 15 99.6 99.6 1.966 4.841 5%
Right Thigh 21 100.0 100.0 1.859 3.459 2%
Right Ankle 27 100.0 100.0 1.359 1.854 22%
Left Thigh 13 100.0 100.0 1.754 3.085 16%
Left Ankle 29 100.0 100.0 1.697 2.873 40%

E. Transmitted Information

One metric is the amount of information being transmitted
per sensor. The information can be reduced to transmitting
the difference in samples between each change of state. Since
the states occur in order without skipping, this will supply
all the information. The entropy of the resulting information
is the average bits per transmission required. The minimum
information that will be transmitted is the key events. This
allows us to see the amount of extra network traffic caused
by the assistance. The results are shown in Table III. It can
be seen that assistance requires that approximately 3.5 times
the information is transmitted above the minimum required
transmissions. Whether or not this is too much for the decrease
in error would depend on the application.

TABLE III
BYTES/SECOND TRANSMITTED

Sensor Assistance bps Min bps Ratio
Waist 2.20 0.698 3.2
Left Thigh 2.106 1.151 1.8
Left Ankle 2.379 0.673 3.5
Right Thigh 0 0.687 0
Right Ankle 2.698 0.7040 3.8

IX. CONCLUSION

Identifying key events within an action is necessary for a
number of action analysis tasks in domains such as sports
training and gait analysis. Application- and platform-specific
methods exist for identifying these events. However, the in-
creasing variety of sensors and node placements in body sensor
networks require the development of generic distributed signal
processing techniques. We developed and tested a technique
based on Hidden Markov Models with lightweight coupling
between nodes. The training process used an optimization
technique based on genetic algorithms to explicitly decrease
error and improve generalization. A greedy approach assigned
assistance relationships between sensor nodes to improve event
detection and temporal accuracy. The technique was tested on
walking data.
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